# Table of Contents

PPoPP 2010 Organization ............................................................................................................................ ix
PPoPP 2010 External Reviewers .................................................................................................................. xi
PPoPP 2010 Sponsors & Supporters ......................................................................................................... xii

## Keynote Talk
- **Exascale Computing: The challenges and opportunities in the next decade** ............................. 1
  Tilak Agerwala (IBM Research)

## Session 1: Analysis and Optimization of Parallel Programs
- **Structure-driven Optimizations for Amorphous Data-parallel Programs** ................................. 3
  Mario Méndez-Lojo, Donald Nguyen, Dimitrios Prountzos, Xin Sui, M. Amber Hassan (University of Texas), Milind Kulkarni (Purdue University), Martin Burtscher, Keshav Pingali (University of Texas)
- **GAMBIT: Effective Unit Testing for Concurrency Libraries** ......................................................... 15
  Katherine E. Coons (University of Texas at Austin), Sebastian Burckhardt, Madanlal Musuvathi (Microsoft Research)
- **Featherweight XI0: A Core Calculus for Async-Finish Parallelism** ............................................ 25
  Jonathan K. Lee, Jens Palsberg (University of California, Los Angeles)
- **Compiler Aided Selective Lock Assignment for Improving the Performance of Software Transactional Memory** ................................................................. 37
  Sandya Mannarswamy (Hewlett Packard India), Dhruva R. Chakrabarti (Hewlett Packard Laboratories), Kaushik Rajan (Microsoft Research India), Sujoy Saraswati (Hewlett Packard India)

## Session 2: Supporting Transactional Memory
- **Is Transactional Programming Actually Easier?** ................................................................. 47
  Christopher J. Rossbach, Owen S. Hofmann, Emmett Witchel (University of Texas at Austin)
- **Debugging Programs that use Atomic Blocks and Transactional Memory** ............................. 57
  Ferad Zyulkyarov (BSC-Microsoft Research Centre & Universitat Politècnica de Catalunya), Tim Harris (Microsoft Research), Osman S. Unsal, Adrián Cristal (BSC-Microsoft Research Centre), Mateo Valero (BSC-Microsoft Research Centre & Universitat Politècnica de Catalunya)
- **NOrec: Streamlining STM by Abolishing Ownership Records** .................................................. 67
  Luke Dalessandro (University of Rochester), Michael F. Spear (Lehigh University), Michael L. Scott (University of Rochester)
- **Scheduling Support for Transactional Memory Contention Management** ........................... 79
  Walther Maldonado, Patrick Marlier, Pascal Felber (University of Neuchâtel), Adi Sussa, Danny Hendler (Ben Gurion University), Alexandra Fedorova (Simon Fraser University), Julia L. Lawall (University of Copenhagen), Gilles Muller (INRIA)
- **Leveraging Parallel Nesting in Transactional Memory** .............................................................. 91
  João Barreto (INESC-ID/Technical University Lisbon), Aleksandar Drogojević (Swiss Federal Institute of Technology, Lausanne), Paulo Ferreira (INESC-ID/Technical University Lisbon), Rachid Guerraoui, Michal Kaplak (Swiss Federal Institute of Technology, Lausanne)

### Panel
- **Extreme Scale Computing: Challenges and Opportunities** ....................................................... 101
  Josep Torrellas, Bill Gropp (University of Illinois at Urbana-Champaign), Jaime Moreno (IBM T.J. Watson Research Center), Kunle Olukotun (Stanford University), Vivek Sarkar (Rice University)
Keynote Talk

- Is Hardware Innovation Over? .................................................. 103
  Arvind (Massachusetts Institute of Technology)

Session 3: Parallel Libraries, Applications and Tools on GPUs

- An Adaptive Performance Modeling Tool for GPU Architectures ........................................ 105
  Sara S. Baghsorkhi, Matthieu Delahaye, Sanjay J. Patel, William D. Gropp, Wen-mei W. Hwu
  (University of Illinois at Urbana-Champaign)

- Model-driven Autotuning of Sparse Matrix-Vector Multiply on GPUs .................................. 115
  Jee W. Choi (Georgia Institute of Technology), Amik Singh (Indian Institute of Technology Roorkee),
  Richard W. Vuduc (Georgia Institute of Technology)

- Fast Tridiagonal Solvers on the GPU .................................................................................... 127
  Yao Zhang (University of California, Davis), Jonathan Cohen (NVIDIA),
  John D. Owens (University of California, Davis)

- CUDAAlign: Using GPU to Accelerate the Comparison of Megabase Genomic Sequences .......... 137
  Edans Flavius de O. Sandes, Alba Cristina M. A. de Melo (University of Brasilia)

Session 4: Scalable Parallel Computing

- Load Balancing on Speed ....................................................................................... 147
  Steven Hofmeyr, Costin Iancu, Filip Blagojević (Lawrence Berkeley National Laboratory)

- Scalable Communication Protocols for Dynamic Sparse Data Exchange ................................ 159
  Torsten Hoefler (Indiana University), Christian Siebert (NEC Laboratories Europe),
  Andrew Lumsdaine (Indiana University)

- The LOFAR Correlator: Implementation and Performance Analysis .................................... 169
  John W. Romein, P. Chris Broekema, Jan David Mol, Rob V. van Nieuwpoort
  (ASTRON (Netherlands Institute for Radio Astronomy))

Session 5: Thread Management and Scheduling

- Lazy Binary-Splitting: A Run-Time Adaptive Work-Stealing Scheduler ................................ 179
  Alexandros Tzannes, George C. Caragea, Rajeev Barua, Uzi Vishkin (University of Maryland)

- Thread to Strand Binding of Parallel Network Applications in Massive Multi-Threaded Systems .................................................. 191
  Petar Radojkovic, Vladimir Čakarević (Barcelona Supercomputing Center),
  Javier Verdú, Alex Pajuelo (Universitat Politécnica de Catalunya),
  Francisco J. Cazorla (Spanish National Research Council),
  Mario Nemirovsky, Mateo Valero (Barcelona Supercomputing Center & Universitat Politécnica de Catalunya)

Session 6: Locality-Aware Parallelism

- Does Cache Sharing on Modern CMP Matter to the Performance of Contemporary Multithreaded Programs? .................................................. 203
  Eddy Z. Zhang, Yunlian Jiang, Xipeng Shen (The College of William and Mary)

- Improving Parallelism and Locality with Asynchronous Algorithms .................................. 213
  Lixia Liu, Zhiyuan Li (Purdue University)

- Scaling LAPACK Panel Operations Using Parallel Cache Assignment ................................ 223
  Anthony M. Castaldo, R. Clint Whaley (University of Texas at San Antonio)

- Composable Thread Coloring ...................................................................................... 233
  Dean F. Sutherland, William L. Scherlis (Carnegie Mellon University)

Session 7: Locks and Concurrent Data Structures

- Helper Locks for Fork-Join Parallel Programming ..................................................... 245
  Kunal Agrawal, Charles E. Leiserson, Jim Sukha (Massachusetts Institute of Technology)
• A Practical Concurrent Binary Search Tree
  Nathan G. Bronson, Jared Casper, Hassan Chafi, Kunle Olukotun (Stanford University) .......................................................... 257

• Analyzing Lock Contention in Multithreaded Applications
  Nathan R. Tallent, John M. Mellor-Crummey (Rice University), Allan Porterfield (Renaissance Computing Institute) .................. 269

• Using Data Structure Knowledge for Efficient Lock Generation and Strong Atomicity
  Gautam Upadhyaya, Samuel P. Midkiff, Vijay S. Pai (Purdue University) .......................................................... 281

Session 8: Performance Modeling and Prediction

• Modeling Advanced Collective Communication Algorithms on Cell-based Systems
  Qasim Ali, Samuel Prat Midkiff, Vijay S. Pai (Purdue University) .......................................................... 293

• PHANTOM: Predicting Performance of Parallel Applications on Large-Scale Parallel Machines Using a Single Node
  Jidong Zhai, Wenguang Chen, Weimin Zheng (Tsinghua University) .......................................................... 305

• Input-Driven Dynamic Execution Prediction of Streaming Applications
  Farhana Aleen, Monirul Sharif, Santosh Pande (Georgia Institute of Technology) .......................................................... 315

Posters

• Towards Scalable and Transparent Parallelization of Multiplayer Games Using Transactional Memory Support
  Daniel Lupei, Bogdan Simion, Don Pinto, Matthew Mialer, Mihai Burcea, William Krick, Cristiana Arnza
  (University of Toronto) .......................................................... 325

• KRASH: Reproducible CPU Load Generation on Many Cores Machines
  Swann Perarnau, Guillaume Huard (Grenoble Universities) .......................................................... 327

• Intra-Application Shared Cache Partitioning for Multithreaded Applications
  Sai Prashanth Muralidhara, Mahmut Kandemir, Padma Raghavan (Pennsylvania State University) .......................................................... 329

• Symbolic Prefetching in Transactional Distributed Shared Memory
  Alokika Dash, Brian Demsky (University of California, Irvine) .......................................................... 331

• New Abstractions for Effective Performance Analysis of STM Programs
  Dhruva R. Chakrabarti (Hewlett-Packard Laboratories) .......................................................... 333

• Continuous Speculative Program Parallelization in Software
  Chao Zhang (Intel China Research Center), Chen Ding, Xiaoming Gu, Kirk Kelsey, Tongxin Bai (University of Rochester), Xiaobing Feng (Chinese Academy of Sciences) .......................................................... 335

• Effective Communication and Computation Overlap with Hybrid MPI/SMPSs
  Vladimir Marjanovic, Jesus Labarta, Eduard Ayguadé, Mateo Valero (Barcelona Supercomputing Center, Technical University of Catalonia) .......................................................... 337

• Supporting Lock-Free Composition of Concurrent Data Objects
  Daniel Cederman, Philippas Tsigas (Chalmers University of Technology) .......................................................... 339

• SLAW: A Scalable Locality-aware Adaptive Work-stealing Scheduler for Multi-core Systems
  Yi Guo, Jisheng Zhao, Vincent Cave, Vivek Sarkar (Rice University) .......................................................... 341

• An Optimizing Compiler for GPGPU Programs with Input-Data Sharing
  Yi Yang (North Carolina State University), Ping Xiang, Jingbei Kong (University of Central Florida), Huiyang Zhou (North Carolina State University) .......................................................... 343

• Applying the Concurrent Collections Programming Model to Asynchronous Parallel Dense Linear Algebra
  Aparna Chandramowlishwaran (Georgia Institute of Technology), Kathleen Knobe (Intel Corporation), Richard Vudic (Georgia Institute of Technology) .......................................................... 345

• Application Heartbeats for Software Performance and Health
  Henry Hoffmann, Jonathan Eastep, Marco D. Santambrogio, Jason E. Miller, Anant Agarwal (Massachusetts Institute of Technology) .......................................................... 347
• Modeling Transactional Memory Workload Performance ................................................................. 349
  Donald E. Portier, Emmett Witchel (The University of Texas at Austin)

• The Pilot Library for Novice MPI Programmers .............................................................................. 351
  John D. Carter, William B. Gardner, Gary Grewal (University of Guelph)

• Data Transformations Enabling Loop Vectorization on Multithreaded Data Parallel Architectures ................................................................................................................. 353
  Byunghyun Jang, Perhaad Mistry, Dana Schaa, Rodrigo Dominguez, David Kaeli (Northeastern University)

• A Distributed Placement Service for Graph-Structured and Tree-Structured Data ..................... 355
  Gregory Buchrer (Microsoft), Srinivasan Parthasarathy, Shirish Tatikonda (The Ohio State University)

• A Symbolic Verifier for CUDA Programs .......................................................................................... 357
  Guodong Li, Ganesh Gopalakrishnan, Robert M. Kirby (University of Utah),
  Dan Quinlan (Lawrence Livermore National Laboratory)

Author Index ......................................................................................................................................... 359