# Table of Contents – Volume 2

**Summarization (Cont’d)**

<table>
<thead>
<tr>
<th>Page</th>
<th>Title</th>
<th>Authors</th>
</tr>
</thead>
<tbody>
<tr>
<td>433</td>
<td>MDL Summarization with Holes</td>
<td>Shaofeng Bu, Laks V.S. Lakshmanan, Raymond Ng (University of British Columbia, Canada)</td>
</tr>
</tbody>
</table>

**Views and Cache Management**

<table>
<thead>
<tr>
<th>Page</th>
<th>Title</th>
<th>Authors</th>
</tr>
</thead>
<tbody>
<tr>
<td>445</td>
<td>View Matching for Outer-Join Views</td>
<td>Per-Åke Larson, Jingren Zhou (Microsoft Research, USA)</td>
</tr>
<tr>
<td>457</td>
<td>Caching with “Good Enough” Currency, Consistency, and Completeness</td>
<td>Hongfei Guo (University of Wisconsin – Madison, USA), Per-Åke Larson (Microsoft Research, USA), Raghu Ramakrishnan (University of Wisconsin – Madison, USA)</td>
</tr>
<tr>
<td>469</td>
<td>Query Caching and View Selection for XML Databases</td>
<td>Bhushan Mandhani, Dan Suciu (University of Washington, USA)</td>
</tr>
</tbody>
</table>

**Query Optimization #2**

<table>
<thead>
<tr>
<th>Page</th>
<th>Title</th>
<th>Authors</th>
</tr>
</thead>
<tbody>
<tr>
<td>481</td>
<td>Optimizing Nested Queries with Parameter Sort Orders</td>
<td>Ravindra Guravannavar (Indian Institute of Technology, Bombay, India), Ramanujam H.S. (Sybase Software India, Pune, India), S Sudarshan (Indian Institute of Technology, Bombay, India)</td>
</tr>
<tr>
<td>493</td>
<td>Stack-based Algorithms for Pattern Matching on DAGs</td>
<td>Li Chen, Amarnath Gupta, M. Erdem Karul (University of California, San Diego, USA)</td>
</tr>
<tr>
<td>505</td>
<td>Bidirectional Expansion For Keyword Search on Graph Databases</td>
<td>Varun Kocholia, Shashank Pandit (University of California Berkeley, USA), Soumen Chakrabarti, S Sudarshan (Indian Institute of Technology, Bombay, India), Rushi Desai, Hrishikesh Kambhelkar (University of California Berkeley USA)</td>
</tr>
</tbody>
</table>

**New Applications**

<table>
<thead>
<tr>
<th>Page</th>
<th>Title</th>
<th>Authors</th>
</tr>
</thead>
<tbody>
<tr>
<td>517</td>
<td>Link Spam Alliances</td>
<td>Zoltán Gyöngyi, Hector Garcia-Molina (Stanford University, USA)</td>
</tr>
<tr>
<td>529</td>
<td>The SphereSearch Engine for Unified Ranked Retrieval of Heterogeneous XML and Web Documents</td>
<td>Jens Graupmann, Ralf Schenkel, Gerhard Weikum (Max-Planck Institut für Informatik, Germany)</td>
</tr>
<tr>
<td>541</td>
<td>Hubble: An Advanced Dynamic Folder Technology for XML</td>
<td>Ning Li, Joshua Hui, Hui-I Hsiao, Kevin S. Beyer (IBM Almaden Research Center, USA)</td>
</tr>
</tbody>
</table>

**Architectural Issues**

<table>
<thead>
<tr>
<th>Page</th>
<th>Title</th>
<th>Authors</th>
</tr>
</thead>
<tbody>
<tr>
<td>553</td>
<td>C-Store: A Column-oriented DBMS</td>
<td>Michael Stonebraker, Daniel Abadi (MIT CSAIL, USA), Adam Batkin (Brandeis University, USA), Xuedong Chen (University of Massachusetts, Boston, USA), Mitch Cherniack (Brandeis University, USA), Miguel Ferreira, Edmond Lau, Amerson Lin, Samuel Madden (MIT CSAIL, USA), Elizabeth O’Neill, Pat O’Neill (University of Massachusetts, Boston, USA), Alex Rasin (Brown University, USA), Nga Tran (Brandeis University, USA), Stan Zdonik (Brown University, USA)</td>
</tr>
<tr>
<td>565</td>
<td>Fine-Grained Replication and Scheduling with Freshness and Correctness Guarantees</td>
<td>Fuat Akal, Can Türker, Hans-Jörg Schek (ETH Zurich Switzerland), Yuri Breitbart (Kent State University, USA), Torsten Grabs (Microsoft Corporation, USA), Lourens Veen (University of Twente, The Netherlands)</td>
</tr>
</tbody>
</table>
Cache-conscious Frequent Pattern Mining on a Modern Processor
Amoi Ghoting, Gregory Buehrer, Srinivasan Parthasarathy (The Ohio State University, USA), Dachyun Kim, Anthony Nguyen, Yen-Kuang Chen, Pradeep Dubey (Intel Corporation, USA)

Correctness and Performance

Parallel Execution of Test Runs for Database Application Systems
Florian Haftmarm (i-W-TAG, Germany), Donald Kossmann (i-TV-TAG, Germany, ETH Zurich, Switzerland), Eric Lo (ETH Zurich, Switzerland)

Query Execution Assurance for Outsourced Databases
Radu Sion (Stony Brook University, USA)

Automatic Composition of Transition-based Semantic Web Services with Messaging
Daniela Berardi (Università di Roma "La Sapienza", Italy), Diego Calvanese (Libera Università di Bolzano/Bozen, Italy), Giuseppe De Giacomo (Università di Roma "La Sapienza", Italy), Richard Hull (Bell Labs Research, Lucent Technologies, USA), Massimo Mecella (Università di Roma "La Sapienza", Italy)

DB and IR #1

An Efficient and Versatile Query Engine for TopX Search
Martin Theobald, Ralf Schenkel, Gerhard Weikum (Max-Planck Institute for Informatics, Germany)

KLEE: A Framework for Distributed Top-k Query Algorithms
Sebastian Michel (Max-Planck Institute for Informatics, Germany), Peter Triantafillou (University of Patras, Greece), Gerhard Weikum (Max-Planck Institute for Informatics, Germany)

Sealing and Time Warping in Time Series Querying
Ada Wai-chee Fu (The Chinese University of Hong Kong, China), Eamonn Keogh (University of California, Riverside, USA), Leo Yang Hong Lau (The Chinese University of Hong Kong, China), Chotirat Ann Ratanamahatana (University of California, Riverside, USA)

Peer-to-Peer and Distributed Computing

BATON: A Balanced Tree Structure for Peer-to-Peer Networks
Hosagrahar Vishvesvaraya Jagadish (University of Michigan, USA, National University of Singapore, Singapore), Beng Chin Ooi, Quang Hieu Vu (National University of Singapore, Singapore)

Client Assignment in Content Dissemination Networks for Dynamic Data
Shetal Shah, KRishi Ramamritham (Indian Institute of Technology, Bombay, India), Chinya Ravishankar (University of California, Riverside, USA)

Indexing Data-oriented Overlay Networks
Karl Aberer, Anwesha Datta, Manfred Hauswirth, Roman Schmidt (Ecole Polytechnique Fédérale de Lausanne (EPFL), Switzerland)

Data Mining

Streaming Pattern Discovery in Multiple Time-Series
Spiros Papadimitriou, Jimeng Sun, Christos Faloutsou (Carnegie Mellon University, USA)

Mining Compressed Frequent-Pattern Sets
Dong Xin, Jiawei Han, Xifeng Yan, Hong Cheng (University of Illinois at Urbana-Champaign, USA)

Discovering Large Dense Subgraphs in Massive Graphs
David Gibson, Ravi Kumar, Andrew Tomkins (IBM Almaden Research Center, USA)
**Query Optimization and Summarization**

733  **General Purpose Database Summarization**  
Regis Saint-Paul, Guillaume Raschia, Noureddine Mouaddib (LINA - Polytech'Nantes, France)

745  **Online Estimation For Subset-Based SQL Queries**  
Christopher Jermaine, Alin Dobra, Abhijit Pol, Shantani Joshi (University of Florida, USA)

757  **Content-Based Routing: Different Plans for Different Data**  
Pedro Bizarro (University of Wisconsin – Madison, USA), Shivnath Babu (Stanford University, USA), David J. DeWitt (University of Wisconsin – Madison, USA), Jennifer Widom (Stanford University, USA)

769  **REED: Robust, Efficient Filtering and Event Detection in Sensor Networks**  
Daniel Abadi, Samuel Madden, Wolfgang Lindner (MIT CSAIL, USA)

**DB and IR #2**

781  **Shuffling a Stacked Deck: The Case for Partially Randomized Ranking of Search Engine Results**  
Sandeep Pandey (Carnegie Mellon University, USA), Sourashis Roy (University of California, Los Angeles, USA), Christopher Olston (Carnegie Mellon University, USA), Junghoo Cho (University of California, Los Angeles, USA), Soumen Chakrabarti (Indian Institute of Technology, Bombay, India)

793  **Indexing Mixed Types for Approximate Retrieval**  
Liang Jin (University of California, Irvine, USA), Nick Koudas (University of Toronto, Canada), Chen Li (University of California, Irvine, USA), Anthony K. H. Tung (National University of Singapore, Singapore)

805  **Answering Queries from Statistics and Probabilistic Views**  
Nilesh Dalvi, Dan Suciu (University of Washington, USA)

**DB Algorithms**

817  **Inspector Joins**  
Shimin Chen, Anastassia Ailamaki (Carnegie Mellon University, USA), Phillip Gibbons (Intel Research Pittsburgh, USA), Todd Mowry (Carnegie Mellon University, Intel Research Pittsburgh, USA)

829  **Revisiting Pipelined Parallelism in Multi-Join Query Processing**  
Bin Liu, Elke Rundensteiner (Worcester Polytechnic Institute, USA)

841  **Early Hash Join: A Configurable Algorithm for the Efficient and Early Production of Join Results**  
Ramon Lawrence (University of Iowa, USA)

**Spatio-Temporal Query Processing**

853  **On Map-Matching Vehicle Tracking Data**  
Sotiris Brakatsoulas, Dieter Pfoser (RA Computer Technology Institute, Athens, Greece), Randall Salas, Carola Wenk (University of Texas at San Antonio, USA)

865  **An Efficient and Scalable Approach to CNN Queries in a Road Network**  
Hyung-Ju Cho, Chin-Wan Chung (Korea Advanced Institute of Science & Technology, Korea)

877  **Complex Spatio-Temporal Pattern Queries**  
Marios Hadjieleftheriou, George Kollias (Boston University, USA), Petko Bakalov, Vassilis Tsotras (University of California, Riverside, USA)

**Privacy**

889  **Distributed Privacy Preserving Information Sharing**  
Nan Zhang, Wei Zhao (Texas A&M University, USA)
On k-Anonymity and the Curse of Dimensionality
Charu Aggarwal (IBM T. J. Watson Research Center, USA)