Message from the General Chairs and Program Chairs p. xiii
Conference Officers p. xiv
Program Committee p. xv
External Reviewers p. xix
Keynote Speakers
Can a Semantic Web for Life Sciences Improve Drug Discovery? p. 2
Driving Forces in Database Technology p. 3
Enabling Communities of Knowledge Workers p. 4
Research Sessions
Indexing (I)
LDC: Enabling Search By Partial Distance in a Hyper-Dimensional Space p. 6
Simple, Robust and Highly Concurrent B-trees with Node Deletion p. 18
Bulk Operations for Space-Partitioning Trees p. 29
Semi-Structured Data and XML (I)
Recursive XML Schemas, Recursive XML Queries, and Relational Storage: XML-to-SQL p. 42
Query Translation
A Succinct Physical Storage Scheme for Efficient Evaluation of Path Queries in XML p. 54
A Prime Number Labeling Scheme for Dynamic Ordered XML Trees p. 66
Data Mining (I)
BIDE: Efficient Mining of Frequent Closed Sequences p. 79
Mining Frequent Labeled and Partially Labeled Graph Patterns p. 91
Probe, Cluster, and Discover: Focused Extraction of QA-Pagelets from the Deep Web p. 103
Query Processing (I)
Improving Hash Join Performance through Prefetching p. 116
Go Green: Recycle and Reuse Frequent Patterns p. 128
Approximate Selection Queries over Imprecise Data p. 140
Distributed, Parallel, Mobile (I)
Improved File Synchronization Techniques for Maintaining Large Replicated Collections over Slow Networks p. 153
A Peer-to-Peer Framework for Caching Range Queries p. 165
MTCache: Mid-Tier Database Caching in SQL Server p. 177
Spatio-Temporal Querying
Approximate Temporal Aggregation p. 190
Querying about the Past, the Present and the Future in Spatio-Temporal Databases p. 202
Spatio-Temporal Aggregation Using Sketches p. 214
Query Processing (II)
Selectivity Estimation for String Predicates: Overcoming the Underestimation Problem p. 227
Nested Queries and Quantifiers in an Ordered Context p. 239
Hash-Merge Join: A Non-blocking Join Algorithm for Producing Fast and Early Join Results p. 251
Data Warehouse and OLAP
Substructure Clustering on Sequential 3d Object Datasets p. 634
ItCompress: An Iterative Semantic Compression Algorithm p. 646
Range CUBE: Efficient Cube Computation by Exploiting Data Correlation p. 658
Semi-Structured Data and XML (III)
Efficient Incremental Validation of XML Documents p. 671
Multiresolution Indexing of XML for Frequent Queries p. 683
NeXSort: Sorting XML in External Memory p. 695
Scientific, Biological Databases, Bio-informatics
Unordered Tree Mining with Applications to Phylogeny p. 708
Engineering a Fast Online Persistent Suffix Tree Construction p. 720
GODIVA: Lightweight Data Management for Scientific Visualization Applications p. 732
Database Applications (II)
Incorporating Updates in Domain Indexes: Experiences with Oracle Spatial R-trees p. 745
Content-Based Three-Dimensional Engineering Shape Search p. 754
Direct Mesh: A Multiresolution Approach to Terrain Visualization p. 766
Industrial Papers
Data Warehousing
Integrating XML Data in the TARGIT OLAP System p. 778
Benchmarking SAP R/3 Archiving Scenarios p. 782
Bio-informatics
Adapting a Generic Match Algorithm to Align Ontologies of Human Anatomy p. 787
Stream Query Processing for Healthcare Bio-Sensor Applications p. 791
From Sipping on a Straw to Drinking from a Fire Hose: Data Integration in a Public Genome Database p. 795
Enterprise Systems
BEA Liquid Data for WebLogic: XML-Based Enterprise Information Integration p. 800
Information Lifecycle Management: The EMC Perspective p. 804
ContextMetrics: Semantic and Syntactic Interoperability in Cross-Border Trading Systems p. 808
Data and the Web
Extending XML Database to Support Open XML p. 813
EShopMonitor: A Web Content Monitoring Tool p. 817
Publish/Subscribe in NonStop SQL: Transactional Streams in a Relational Context p. 821
Poster Sessions
Indexing, Clustering, Data Mining
Privacy Preservation for Data Cubes p. 826
SQUIRE: Sequential Pattern Mining with Quantities p. 827
XJoin Index: Indexing XML Data for Efficient Handling of Branching Path Expressions p. 828
On the Integration of Structure Indexes and Inverted Lists p. 829
Scaling Clustering Algorithms for Massive Data Sets Using Data Streams p. 830
Using vTree Indices for Queries over Objects with Complex Motions
On Local Pruning of Association Rules Using Directed Hypergraphs
Spectral Analysis of Text Collection for Similarity-Based Clustering
Mining the Web for Generating Thematic Metadata from Textual Data
Efficient Similarity Search in Large Databases of Tree Structured Objects
Indexing, Query Processing, XML
Bitmap-Tree Indexing for Set Operations on Free Text
Multi-Scale Histograms for Answering Queries over Time Series Data
Minimization and Group-By Detection for Nested XQueries
Web Service Composition through Declarative Queries: The Case of Conjunctive Queries with Union and Negation
Efficient Execution of Computation Modules in a Model with Massive Data
Storing XML (with XSD) in SQL Databases: Interplay of Logical and Physical Designs
A Type-Safe Object-Oriented Solution for the Dynamic Construction of Queries
Routing XML Queries
LexEQUAL: Supporting Multilexical Queries in SQL
Peering and Querying e-Catalog Communities
Demo Sessions
Demo Sessions 1&4
Dynamic Extensible Query Processing in Super-Peer Based P2P Systems
FlyingDoc: An Architecture for Distributed, User-Friendly, and Personalized Information Systems
Function Proxy: Template-Based Proxy Caching for Table-Valued Functions
Nile: A Query Processing Engine for Data Streams
RACCOON: A Peer-Based System for Data Integration and Sharing
OntoBuilder: Fully Automatic Extraction and Consolidation of Ontologies from Web Sources
Using Stream Semantics for Continuous Queries in Media Stream Processors
VirGIS: Mediation for Geographical Information Systems
Demo Sessions 2&3
A Flexible Infrastructure for Gathering XML Statistics and Estimating Query Cardinality
BOSS: Browsing OPTICS-Plots for Similarity Search
DBA Companion: A Tool for Logical Database Tuning
GenExplore: Interactive Exploration of Gene Interactions from Microarray Data
Superimposed Applications Using SPARCE
ToMAS: A System for Adapting Mappings while Schemas Evolve
wmbd.*: Rights Protection for Numeric Relational Data
[tau]-Synopses: A System for Run-Time Management of Remote Synopses
Panels
Database Research for the Current Millennium
Querying the Past, the Present, and the Future
Database Kernel Research: What, if Anything Is Left to Do p. 868
Outrageous Ideas and/or Thoughts while Shaving p. 869
Advanced Seminars
Data Management in Location-Dependent Information Services p. 871
"My Personal Web": A Seminar on Personalization and Privacy for Web and Converged Services p. 872
Similarity Search in Multimedia Databases p. 873
XML Query Processing p. 874
Meta Data Management p. 875
Implementation and Research Issues in Query Processing for Wireless Sensor Networks p. 876
Data Mining for Intrusion Detection: Techniques, Applications and Systems p. 877
Author Index p. 878

Table of Contents provided by Blackwell's Book Services and R.R. Bowker. Used with permission.